
Head-CRP: Concept Relevance Propagation
for Vision Transformers

Architecture, Scoring Methods, and Concept Extraction
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Patch Embedding and Token Construction

Given image x ∈ RH0×W0×C with patch size P, there are P2
grid = H0W0/P

2 non-overlapping patches.

Token construction (methods/ forward.py:: init tokens)

tp = PatchEmbed(xp) ∈ Rd , p = 1, . . . ,P2
grid

E(0) =
[
t[CLS]; t1; · · · ; tP2

grid

]
+ epos ∈ RN×d

N = P2
grid + 1 tokens (1 CLS + P2

grid patch tokens)

For vit small patch16 224: Pgrid=14, N=197, d=384, L=12 blocks, H=6 heads

All methods attribute the final prediction to tensors in the residual stream E(0), . . . ,E(L)
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Transformer Block

Each of L blocks applies attention then MLP, both with residuals and LayerScale:

Block equations

E
(l)
mid = E(l−1) +DropPath

(
LS

(l)
1

(
AttnProj(l)

(
MSA(l)

(
Norm

(l)
1 (E(l−1))

))))
(1)

E(l) = E
(l)
mid +DropPath

(
LS

(l)
2

(
MLP(l)

(
Norm

(l)
2 (E

(l)
mid)

)))
(2)

LS = LayerScale (learnable per-channel scalar, initialized near 1)

MLP: Linear → GELU → Linear; hidden dim = 4d

Final prediction: f (x) = Head
(
Norm(E

(L)
[CLS])

)
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Per-Head Output — The Object of Attribution

In block l , each head h computes:

Q(l,h),K(l,h),V(l,h) = split
(
QKV(l)(·)

)
∈ RN×dh

(3)

A(l,h) = softmax
(

Q(l,h)K(l,h)⊤
√
dh

)
∈ RN×N

(4)

z(l,h) = A(l,h)V(l,h) ∈ RN×dh (5)

where dh = d/H. The projection merges heads:
Eattn = AttnProj

(
[z(l,1); · · · ; z(l,H)]

)
.

Key object: z(l ,h) ∈ RN×dh

This per-head output is the tensor every scoring
method attributes to.

The output projection destroys individual z(l,h)

before returning.

Heatmap (all methods)

s(l,h) = ρ(l , h) ·Upsample
(
M(l,h)

)
M(l,h) ∈ RP2

: method’s spatial map.

Base methods: M
(l,h)
p = A

(l,h)
0,p (CLS attention)

Value variants: M substituted — see
value-modulated variants slide.
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Why a Manual Forward Pass?

Problem: timm’s Attention.forward returns only
the merged [z(l,1); · · · ; z(l,H)]Wout, discarding
individual z(l,h).

Solution: every method in methods/ replays blocks
manually (methods/ forward.py) and calls
head out.retain grad() before the projection.

Five variants in forward.py:

clean forward — no-grad, stores z(l,h)

explicit forward — optional head zeroing
per element

coalition forward — per-element head
subsets

clean forward val — also stores AV per
value dim

causal patch forward — patch one head
from clean values

Core loop (all gradient methods)

1 for l in range(L):
2 norm_x = block.norm1(tokens)
3 qkv = attn.qkv(norm_x) # QKV proj
4 q, k, v = split(qkv)

5 aw = softmax(q @ k.T /
√
dh)

6 z = aw @ v # z(l,h)

7 z.retain_grad () # key step
8 x_attn = attn.proj(z)
9 tokens = tokens + x_attn + mlp(tokens)
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Concept Set, Scores, and Top-k

Concept set

C = {(l , h) : l ∈ L, h ∈ H}, |C| = L× H = 72 for
vit small

Each concept receives a scalar score:

ρ(l , h; x, c) ∈ R

ρ > 0: head (l , h) supports class c

ρ < 0: head (l , h) suppresses class c

Top-k selection:

Tk(x, c) = top-k
(l,h)∈C

|ρ(l , h; x, c)|

Heatmap (all methods)

s(l,h)(x, c) = ρ(l , h; x, c) ·Upsample
(
M(l,h)

)
M(l,h)∈RP2

: method’s spatial map.

Base methods: M = A
(l,h)
0,p (CLS attention).

Red = supporting, Blue = suppressing.

Method families:

1 Gradient-based: GxI, IG, SmoothGrad

2 Perturbation-based: Occlusion, KernelSHAP,
Causal Tracing

3 Gradient-free: Value Norm

4 Propagation: LRP-ε

5 Value-modulated variants of all above 7 / 28



Gradient × Activation (GxI) — Default

Score

ρGxI(l , h) =
∑
n,j

z
(l,h)
n,j

∂fc

∂z
(l,h)
n,j

Interpretation: first-order Taylor approximation
of the ablation counterfactual
fc(x)− fc(x | z(l,h)=0).

Approximate completeness:∑
l,h ρ

GxI(l , h) ≈ fc(x)− fc(x | all = 0)

(Taylor error from nonlinearity.)

Algorithm (methods/gxi.py) — 1 fwd + 1
bwd

1 require: ViT f , input x, class c
2 x.requires_grad_(True)
3 # manual forward , retain per -head grads
4 for l = 0 to L-1:
5 z[l,h] = aw[l,h] @ v[l,h] # all h
6 z[l,h]. retain_grad ()
7 # backward from target logit
8 fc (x).backward ()
9 # score = activation * gradient

10 for each (l, h):
11 ρ(l,h) = sum(z[l,h] * z[l,h].grad)

12 return ρ ∈ RL×H , â(l,h)

8 / 28



Integrated Gradients (IG)

Score

ρIG(l , h) =
∑
n,j

z
(l,h)
n,j

∫ 1

0

∂fc

∂z
(l,h)
n,j

(α · z(·)) dα

Path: a straight line in head-output space from

0 (α=0, baseline) to z
(·)
act (α=1). At each α, all

L×H head outputs are scaled by α
simultaneously.

Exact completeness (not approximate):∑
l,h ρ

IG(l , h) = fc(x)− fc(xbase)

Approximated by Riemann sum with T steps.

Algorithm
(methods/integrated gradients.py) —
T fwd+bwd

1 require: ViT f , x, class c, steps T
2 # precompute actual head outputs
3 z_act[l,h] = clean_forward(f , x)
4 G[l,h] = 0 # grad accum
5 for t = 1 to T:
6 α = t / T
7 # create leaves at scaled head outputs
8 scaled[l,h] = (α * z_act[l,h]).requires_grad

()
9 # forward using precomputed scaled values

10 inject scaled[l,h], skip QKV recompute
11 fc .backward ()
12 G[l,h] += scaled[l,h].grad
13 # IG = actual * mean gradient over path

14 ρIG(l,h) = sum(z_act[l,h] * G[l,h] / T)
15 return ρ
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SmoothGrad

Score

ρSG(l , h) =
1

M

M∑
m=1

ρGxI(l , h; x+ εm)

where εm ∼ N (0, σ2I).

Reduces gradient variance without changing the GxI
formula.
CLS attention â(l,h) from the clean (unperturbed)
pass. Cost: M forward+backward passes
(n samples=50).

Algorithm (methods/smoothgrad.py)

1 require: ViT f , x, class c, M, σ
2 # clean forward for CLS attention
3 â, c = clean_forward(f , x)
4 acc = 0
5 for m = 1 to M:

6 ε ~ N(0, σ2I )
7 acc += GxI(f , x + ε, c)
8 return acc / M, â
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Occlusion (Exact Ablation)

Score

ρocc(l , h) = fc(x)− fc
(
x
∣∣ z(l,h)=0

)
Exact logit drop when head (l , h) is zeroed
before the output projection. No gradient
approximation.

Cost: L× H + 1 forward passes, batched as a
single batch of size L×H. For vit small: 73
passes.

Algorithm (methods/occlusion.py) —
LH+1 fwd

1 require: ViT f , x, class c
2 # baseline
3 f_base = fc (x)
4 # build batch: element (l’,h’) zeros head (l’,h’)
5 for (l’, h’) in 0..L*H:
6 batch[l’*H+h’] = ablate(l’, h’)
7 # explicit_forward zeros z[l’,h’] at block l’
8 f_ablated = explicit_forward(f , x.expand(L*H),

batch)
9 # score = baseline minus ablated logit

10 ρ(l, h) = f_base - f_ablated[l*H+h, c]

11 return ρ ∈ RL×H
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KernelSHAP

Shapley value

ϕ(l , h) =
∑

S ̸∋(l,h)

|S |!(n−|S |−1)!
n!

[
v(S∪{(l , h)})−v(S)

]

Players: L×H heads;
v(S) = fc(x | only heads in S).

Kernel weighting issue: w(S)∝ 1

( n
|S|)|S|(n−|S|)

concentrates on small/large |S |; uniform
sampling misses these, making Z⊤WZ singular.
Fix: size-stratified sampling p(k) ∝ 1

k(n−k) .

Under IS identity, WLS reduces to OLS.
Efficiency enforced by a large-weight constraint
row.

Algorithm (methods/kernelshap.py) —
∼M/b fwd

1 require: f , x, c, samples M, batch b
2 n = L * H
3 f_full , f_empty = coalition_forward(f , x, all/

none)
4 δ = f_full - f_empty
5 # importance -sample coalition sizes

6 p(k) ∝ 1
k(n−k) for k=1..n-1

7 sample M sizes km ∼ p(k);

8 sample coalitions Z ∈ {0, 1}M×n

9 # evaluate f(S) in batches of b
10 f_S = coalition_forward(f , x, Z, batch=b)
11 # efficiency constraint : append [1..1] row
12 Z_aug = [Z; 1^T]; f_aug = [f_S -f_empty; δ]

13 w = [1,...,1, 104M] # boost constraint row
14 # WLS normal equations + ridge
15 lhs = Z_aug^T W Z_aug + λI

16 ϕ = lhs−1 (Z_aug^T W f_aug)
17 return ϕ.reshape(L, H)
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Causal Tracing

Score

ρCT(l , h) =
fc
(
xcorr, z

(l,h)←z(l,h)clean

)
− fc(xcorr)

fc(x)− fc(xcorr)

Interpretation: fraction of logit drop recovered
by patching one head from corrupted run back
to its clean value.
ρ ≈ 1: head is causally sufficient. ρ ≈ 0: no
effect.

where z
(l,h)
clean = A(l,h)(x)V(l,h)(x) is the head

output on the clean input.

Corrupted input: xcorr = x+ ση, η∼N (0, I).

Algorithm (methods/causal tracing.py) —
LH+2 fwd

1 require: f , x, c, noise σ
2 # pass 1: clean run -- store per -head outputs
3 for l = 0 to L-1:

4 z
(l,h)
clean = aw[l,h] @ v[l,h] # all h

5 f_clean = fc (x)
6 # pass 2: corrupted run
7 x_corr = x + σ * randn_like(x)
8 _, f_corr = clean_forward(f , x_corr)
9 # pass 3: batch patch each (l,h)

10 for (l’, h’) in 0..L*H:
11 batch[l’*H+h’] = (patch_layer=l’, patch_head=

h’)
12 # causal_patch_forward : at block l’, replaces
13 # z[l’,h’] with z_clean[l’,h’] for that element
14 f_patch = causal_patch_forward(f , x_corr , z_clean

, batch)

15 ρCT(l,h) = (f_patch[l,h,c] - f_corr) / (f_clean
- f_corr)

16 return ρ ∈ RL×H

13 / 28



Value Norm (Gradient-Free)

Score (scalar per head)

ρvn(l , h) =
P2∑
p=1

A
(l,h)
0, p ·

∥∥v(l,h)p

∥∥
2

Heatmap (spatial)

s(l,h)(p) = ρvn(l , h) · A(l,h)
0, p

Same formula as GxI / LRP / etc. — plain CLS
attention scaled by the scalar score.

∥vp∥2 enters the score (head ranking) only; it
does not modulate the spatial heatmap

For per-patch value-norm heatmaps see
value * variants

Always ≥ 0; no backward pass; single forward

Algorithm (methods/value norm.py) —
1 fwd

1 require: ViT f , x, class c
2 # manual forward , no grad
3 for l = 0 to L-1:

4 aw = softmax(q @ k.T /
√
dh)

5 v = V_proj(norm_x) # [H, N, d_h
]

6 cls_a = aw[:, 0, 1:] # [H, P^2]
7 v_patch = v[:, 1:, :] # [H, P^2,

d_h]
8 vnorm = || v_patch ||_2 # [H, P^2]
9 ρ(l, h) = sum(cls_a * vnorm , dim=P^2)

10 logits = forward_tail(tokens)
11 c = argmax(logits) if c is None

12 return ρ ∈ RL×H
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LRP-ε: The Rule and Its Failures

ε-rule for yj =
∑

i Wjixi + bj

R in
i =

∑
j

xi Wji

zj + ε sign(zj)
Rout
j

Conservation:
∑

i R
in
i =

∑
j R

out
j when zj ≫ ε.

Backward initialises at target logit: Rout
c = fc(x),

Rout
k ̸=c = 0. Head relevance: ρLRP(l , h) =

∑
n,j R

(l,h)
n,j .

Failure 1 — GELU sparsity

fc2 input = GELU(fc1(x)) has ∼50% near-zero
values.
For zj ≈ 0, ε = 10−6: Rj/(zj+ε)≫ Rj .
Conservation breaks by O(104) per block.

Failure 2 — Bias-sign amplification

When bj opposes Wjx: zj = Wjx+ bj ≈ 0 while
Wjx is large.
Amplification ∼|Wjx|/|zj | ≫ 1.
∥R∥∞ grows ∼103× per block even in float64.
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LRP-ε: Practical Fix and Recommendation

Damped stabilizer (eps=0.1):

stabilize(z , ε) = z + ε sign(z)

Keeps per-block max |R| growth < 1.4×.

Per-layer normalisation (normalize=True):

ρ̃LRP(l , h) =
ρLRP(l , h)

1
H

∑
h′ |ρLRP(l , h′)|+ 10−9

Without this, the last block always dominates top-k
selection (backward starts there, raw relevance is
largest).

Empirical stability (vit small)

ε ∥R∥ drift Max per-block growth

10−6 ≫ 1 ∼2700× at block 8
0.1 ≈1.4 < 1.4×
1.0 < 1.1 < 1.1×

tests/test lrp.py::TestLRPConservation

intentionally fails with ε = 10−6 — documenting
the instability.

Recommendation: use GxI instead. GxI avoids all
explicit division by activations.
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LRP-ε: Building Blocks

Stabilizer

stabilize(z , ε) = z + ε sign(z) (0 7→ +ε)

ε-rule for yj =
∑

i Wji xi + bj

zj =
∑

i Wji xi + bj

sj = Rout
j / stabilize(zj , ε)

R in
i = xi

∑
j Wji sj

R in = x * (s @ W)

Residual split y = x1 + x2

Rxi =
Rout · xi

stabilize(x1 + x2, ε)

Pass-through rules

Layer Rule

LayerNorm (norm1, norm2) pass-through
Final LayerNorm pass-through
GELU pass-through †
LayerScale (ls1, ls2) pass-through
DropPath pass-through

†

GELU ∼50% near-zero outputs

⇒ main instability source (Failure 1).

Initialisation
Rout
c = fc (x), Rout

k ̸=c = 0

Classifier head: ε-rule on xCLS

Final norm: pass-through

Map CLS relevance to token sequence
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LRP — MLP Sublayer Backward

Input: Rxout ; xout = xmid +MLP(xmid)

1. Residual split:

Rxmid
, Rls2 ← split(R, xmid, ls2 out)

2. LS2 pass-through: Rfc2 out = Rls2

3. fc2 ε-rule (input = GELU(·)):

Rgelu ← LRP linear(Rfc2 out, gelu out, Wfc2)

4. GELU pass-through †: Rfc1 out = Rgelu

5. fc1 ε-rule:

Rnorm2 ← LRP linear(Rfc1 out, norm2 out, Wfc1)

6. norm2 pass-through; accumulate:

Rtotal
xmid

= Rxmid
+ Rnorm2

1 # x_out = x_mid + ls2_out
2 R_x_mid , R_ls2 = residual_split(
3 R_tokens , x_mid , ls2_out)
4

5 # LayerScale ls2: pass -through
6 R_fc2_out = R_ls2
7

8 # fc2: eps -rule; input = GELU(fc1(x))
9 R_gelu = lrp_linear(

10 R_fc2_out , gelu_out ,
11 W_fc2 , b_fc2)
12

13 # GELU: pass -through †
14 R_fc1_out = R_gelu
15

16 # fc1: eps -rule
17 R_norm2 = lrp_linear(
18 R_fc1_out , norm2_out ,
19 W_fc1 , b_fc1)
20

21 # norm2: pass -through
22 # accumulate both residual paths
23 R_x_mid_total = R_x_mid + R_norm2
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LRP — Attention Sublayer Backward

Input: Rtotal
xmid

; xmid = xin +Attn(xin)

1. Residual split:

Rxin , Rls1 ← split(Rtotal
xmid

, xin, ls1 out)

2. LS1 pass-through → attn.proj ε-rule:

Rproj in ← LRP linear(Rls1, proj in, Wproj)

3. Reshape [B,N,C ]→ [B,H,N, dh]; record:

ρ(l , h) =
∑

n,j R
(l,h)
n,j

4. z-rule for head outn,j =
∑

m An,m vm,j :

sn,j =
R

(l,h)
n,j

stabilize(
∑

m An,m vm,j)

Rv
m,j = vm,j

∑
n An,m sn,j

5. V-part of QKV ε-rule (Q/K discarded); norm1
pass-through:

Rtokens = Rxin + Rnorm1

1 # x_mid = x_in + ls1_out
2 R_x_in , R_ls1 = residual_split(
3 R_x_mid_total , x_in , ls1_out)
4

5 # LayerScale ls1: pass -through
6 # attn.proj: eps -rule
7 R_proj_in = lrp_linear(
8 R_ls1 , proj_in , W_proj , b_proj)
9

10 # reshape [B,N,C] -> [B,H,N,hd]
11 R_head = R_proj_in.reshape(B,H,N,hd)
12 # record head relevance
13 ρ(l, h) = R_head[h].sum()
14

15 # z-rule for head_out = aw @ v
16 head_out = aw @ v
17 s = R_head / stabilize(head_out)
18 R_v = v * (aw.transpose (-2,-1) @ s)
19

20 # V-part of QKV: eps -rule
21 # Q/K contributions : discarded
22 R_norm1 = lrp_linear(
23 R_v_flat , norm1_out , V_W , V_b)
24

25 # norm1: pass -through
26 R_tokens = R_x_in + R_norm1
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Value-Modulated Variants

Gradient methods ⇒ per-value-dim scores
[L,H, dh]:

Value-GxI (also V-SG, V-IG)

Concept (l , h, j); j ∈ [0, dh) is the value dimension.

ρVGxI(l , h, j) =
∑
p

z
(l,h)
p,j

∂fc

∂z
(l,h)
p,j

Decomposition:
∑

j ρ
VGxI(l , h, j) = ρGxI(l , h)

Spatial map (p: patch, j : value dim; axes of

V(l,h)∈RN×dh ):

M(l,h,j)
p = A

(l,h)
0,p · v

(l,h)
p,j

s(l,h,j) = ρVGxI(l , h, j) ·Upsample
(
M(l,h,j)

)

Scalar-score methods ⇒ value-norm spatial
maps:

value occlusion, value kernelshap,
value causal tracing

Score ρ(l , h) identical to base method (concept =
(l , h) pair, no j).

Spatial map substitution (∥vp∥ replaces plain A):

M(l,h)
p = A

(l,h)
0,p ·

∥∥v(l,h)p

∥∥
2

s(l,h) = ρ(l , h) ·Upsample
(
M(l,h)

)
Same formula as heatmap definition; only M changes.

Method Base Output shape Heatmap

value {gxi,sg,ig} GxI / SG / IG [L,H, dh] per-dim value map
value {occ,shap,ct} Occ / SHAP / CT [L,H] value-norm weighted
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Building the Corpus Score Cache

Given corpus {xi}Ni=1 with ground-truth labels,
scripts/build exemplars.py runs the chosen
method and saves:

scores head.pt ∈ RN×L×H (all methods)

scores dim.pt ∈ RN×L×H×dh (value-dim
methods)

cls attns.pt ∈ RN×L×H×P2

(optional,
--save-heatmaps)

meta.json: paths, predicted classes,
ground-truth wnids

Decomposition check: scores dim.sum(-1) ==

scores head (should be exact to float precision).

Build loop
(scripts/build exemplars.py)

1 require: corpus {xi }, method m, ViT f
2 scores = []
3 for i = 1 to N:
4 ρi , attn_i , c_i = m.score(f , xi )
5 scores.append(ρi )
6 scores_head = stack(scores) # [N, L, H]
7 save scores_head.pt , meta.json

For dim methods: scores dim ∈ RN×L×H×dh ,
scores head = scores dim.sum(-1).

21 / 28



Class–Head Affinity Matrix

Affinity

A(l , h, c) = Ex : class(x)=c

[
|ρ(l , h; x)|

]
Measures how consistently important head (l , h) is
for class c .

Top head for class c :

(l∗, h∗) = argmax
(l,h)

A(l , h, c)

Plot: heat-map of A reshaped to (L×H)× C —
brighter = head consistently fires for that class.

Pseudocode
(crp/concepts.py:: get affinity)

1 require: scores_head [N, L, H], gt_class [N]
2 A = zeros(L, H, C)
3 for c = 0 to C-1:
4 mask = (gt_class == c) # boolean [N]
5 A[:, :, c] = scores_head[mask].abs().mean

(0)
6 # mean over images of class c
7 return A # [L, H, C]

For vit small on imagenette (10 classes):
affinity is 72× 10; visualised via
ConceptStore.plot affinity().
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Concept Exemplars

For head (l , h), the exemplars are the k corpus
images where the head fires most:

exemplars(l , h, k) = top-k {i : |ρi (l , h)|}

Head concept (show head concept)

1 require: (l, h), k
2 s = scores_head [:, l, h] # [N]
3 idx = argsort (|s|, desc)[:k]
4 for i in idx:
5 if cls_attns cached:
6 hmap = ρi (l,h) * upsample(cls_attns[i,l

,h])
7 else:
8 run forward on image i
9 display image with hmap overlay

Value-dim exemplars:

exemplars(l , h, j , k) = top-k {i : |ρi (l , h, j)|}

Requires scores dim.pt (value-dim methods).

Caching trade-off:

With cls attns.pt: heatmap free, no
model inference

Without: one forward pass per displayed
image

Layer iteration:
show head concept(layers=[10,11]) iterates
all heads in those layers.
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Per-Image Attribution and Corpus Lookup

The full Head-CRP workflow (ConceptStore.explain image concepts):

Step 1 — Attribute query image

1 require: query image xq , method m, top k
2 # run scoring method on query
3 Tk , heatmaps , c = CRP.explain(xq , k, m)
4 display: xq + per -concept heatmaps

Step 2 — Corpus exemplars per concept

1 for (l, h) in Tk :
2 exemplars = top -k’ {i : |ρi (l,h)|}
3 display grid with heatmap overlays

Design principle: same scoring method for
per-image attribution and corpus ranking —
ensures “top concept on query” and “top corpus
exemplar” are defined consistently.

Output:

1 Concept grid: query xq + k heatmapped
versions (one per top concept)

2 For each top concept (l , h): grid of k ′ corpus
images where head (l , h) fires most, with
heatmap overlays

See notebooks/concepts.ipynb for an
interactive demo.
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